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QUESTION 1

When would bind peeking be done for queries that vary only in values used in the WHERE clause? 

A. When the column used in the WHERE clause has evenly distributed data and histogram exists on that column. 

B. When the column used in the WHERE clause has evenly distributed data and index exists on that column. 

C. When the column used in the WHERE clause has non uniform distribution of data, uses a bind variable, and no
histogram exists for the column. 

D. When the column used in the WHERE clause has non uniform distribution of data and histogram exists for the
column. 

Correct Answer: B 

 

 

QUESTION 2

Which three statements are true the Automatic Tuning Optimizer (ATO)? 

A. It identifies the objects with stale or missing statistics and gathers statistics automatically. 

B. It investigates the effect of new or modified indexes on the access paths for a workload and recommends running
that statistics through the SQL Access Advisor. 

C. It recommends a SQL profile to help create a better execution plan. 

D. It picks up resource-intensive SQL statements from the ADDM and recommends the use of materialized views to
improve query performance. 

E. It identifies the syntactic, semantic, or design problems with structure of SQL statements leading to poor performance
and suggests restricting the statements. 

F. It identifies resource-intensive SQL statements, runs them through the SQL Tuning Advisor, and implements the
recommendations automatically. 

Correct Answer: ADF 

Under tuning mode, the optimizer can take several minutes to tune a single statement. It is both time and resource
intensive to invoke Automatic Tuning Optimizer every time a query must be hard-parsed. Automatic Tuning Optimizer is
meant for complex and high-load SQL statements that have nontrivial impact on the database. 

Automatic Database Diagnostic Monitor (ADDM) proactively identifies high-load SQL state- ments that are good
candidates for SQL tuning. The automatic SQL tuning feature also automati- cally identifies problematic SQL statements
and implements tuning recommendations during system maintenance windows as an automated maintenance task. 

The Automatic Tuning Optimizer performs the following types of tuning analysis: 

Statistics Analysis SQL Profiling Access Path Analysis SQL Structure Analysis Alternative Plan Analysis 

Note: 



* Oracle Database uses the optimizer to generate the execution plans for submitted SQL state- ments. The optimizer
operates in the following modes: 

Normal mode The optimizer compiles the SQL and generates an execution plan. The normal mode generates a
reasonable plan for the vast majority of SQL statements. Under normal mode, the optimizer op- erates with very strict
time constraints, usually a fraction of a second. 

Tuning mode 

The optimizer performs additional analysis to check whether it can further improve the plan pro- duced in normal mode.
The optimizer output is not an execution plan, but a series of actions, along with their rationale and expected benefit for
producing a significantly better plan. When running in tuning mode, the optimizer is known as the Automatic Tuning
Optimizer. 

 

QUESTION 3

You are administering a database that supports an OLTP workload. Automatic optimizer statistics collection is
scheduled in the night maintenance window. Some of the tables get updated frequently during day time and you notice
a performance degradation for queries using those tables due to stale statistics. 

Which two options might help to avoid the performance degradation of the queries? 

A. Set the global statistics preference STALE_PERCENT to 0. 

B. Use dynamically sampling hint for the queries on frequently updated tables. 

C. Create histogram for the columns used frequently in the WHERE clause. 

D. Gather statistics with global statistics preference NO_VALIDATE to TRUE. 

E. Set the OPTIMZER_USE_PENDING_STATISTICS parameter to TRUE. 

Correct Answer: BC 

B: Dynamic sampling first became available in Oracle9i Database Release 2. It is the ability of the cost-based optimizer
(CBO) to sample the tables a query references during a hard parse, to determine better default statistics for unanalyzed
segments, and to verify its "guesses." This sampling takes place only at hard parse time and is used to dynamically
generate better statistics for the optimizer to use, hence the name dynamic sampling. 

There are two ways to use dynamic sampling: 

The OPTIMIZER_DYNAMIC_SAMPLING parameter can be set at the database instance level and can also be
overridden at the session level with the ALTER 

SESSION command. 

The DYNAMIC_SAMPLING query hint can be added to specific queries. 

C: A histogram is a collection of information about the distribution of values within a column. 

In some cases, the distribution of values within a column of a table will affect the optimizer\\'s decision to use an index
vs. perform a full-table scan. This scenario occurs when the value with a where clause has a disproportional amount of
values, making a full-table scan cheaper than index access. 

Histograms are also important for determinine the optimal table join order. 



Incorrect: 

A: Too much statistics would be gathered. 

Note: STALE_PERCENT - This value determines the percentage of rows in a table that have to change before the
statistics on that table are deemed stale and 

should be regathered. The default value is 10%. 

D: In Oracle PL/SQL, the VALIDATE keyword defines the state of a constraint on a column in a table. 

E: OPTIMZER_USE_PENDING_STATISTICS specifies whether or not the optimizer uses pending statistics when
compiling SQL statements. 

 

QUESTION 4

An application accessing your database got the following error in response to SQL query: 

ORA-12827: insufficient parallel query slaves available 

View the parallel parameters for your instance: 

No hints are used and the session use default parallel settings. 

What four changes could you make to help avoid the error and ensure that the query executes in parallel? 

A. Set PARELLEL_DEGREE_POLICY to AUTO. 

B. Increase the value of PARELLEL_MAX_SERVERS. 



C. Increase PARELLEL_SERVERS_TARGET. 

D. Decrease PARELLEL_MIN_PERCENT. 

E. Increase PARELLEL_MIN_SERVERS. 

F. Decrease PARELLEL_MIN_TIME_THRESHOLD. 

G. Increase PARELLEL__MIN_TIME_THRESHOLD. 

Correct Answer: ACDG 

C: PARALLEL_SERVERS_TARGET specifies the number of parallel server processes allowed to run parallel
statements before statement queuing will be used. When the parameter PARALLEL_DEGREE_POLICY is set to AUTO,
Oracle will queue SQL statements that require parallel execution, if the necessary parallel server processes are not
available. Statement queuing will begin once the number of parallel server processes active on the system is equal to or
greater than PARALLEL_SERVER_TARGET. 

By default, PARALLEL_SERVER_TARGET is set lower than the maximum number of parallel server processes allowed
on the system (PARALLEL_MAX_SERVERS) to ensure each parallel statement will get all of the parallel server
resources required and to prevent overloading the system with parallel server processes. 

D: Note: ORA-12827: insufficient parallel query slaves available Cause: PARALLEL_MIN_PERCENT parameter was
specified and fewer than minimum slaves were acquired Action: either re-execute query with lower
PARALLEL_MIN_PERCENT or wait until some running queries are completed, thus freeing up slaves 

A, G: PARALLEL_MIN_TIME_THRESHOLD specifies the minimum execution time a statement should have before the
statement is considered for automatic degree of parallelism. By default, this is set to 30 seconds. Automatic degree of
parallelism is only enabled if PARALLEL_DEGREE_POLICY is set to AUTO or LIMITED. 

 

QUESTION 5

You plan to bulk load data using INSERT /*+PARALLEL*/ INTO . . . . SELECT FROM statements. 

Which four types of operations can execute in parallel on tables that have no bitmapped indexes or materialized views
defined on term? 

A. Direct path insert of a million rows into a partitioned, index-organized table containing one million rows. 

B. Direct path insert of a million rows into a partitioned, index-organized table containing 10 million rows. 

C. Direct path insert of a million rows into a nonpartitioned, index-organized table containing one million rows. 

D. Direct path insert of a million rows into a nonpartitioned, heap-organized table containing 10 million rows. 

E. Direct path insert of a million rows into a nonpartitioned, heap-organized table containing one million rows. 

Correct Answer: ABDE 

Direct-path INSERT is not supported for an index-organized table (IOT) if it is not partitioned, if it has a mapping table,
or if it is reference by a materialized view. 

 

QUESTION 6



Which three factors does the estimator depend on for overall cost estimation of a given execution plan? 

A. Cardinality 

B. Sort area size 

C. OPTIMIZER_FEATURE_ENABLE parameter 

D. NOT NULL_FEATURE_ENABLE parameter 

E. NOT NULL constraint on a unique key column 

F. Library cache size 

G. The units of work such as disk input/output, CPU usage, and memory used in an operation 

Correct Answer: ACG 

C: OPTIMIZER_FEATURES_ENABLE acts as an umbrella parameter for enabling a series of optimizer features based
on an Oracle release number. 

Note: The estimator determines the overall cost of a given execution plan. The estimator generates three different types
of measures to achieve this goal: 

*

 Selectivity 

This measure represents a fraction of rows from a row set. The selectivity is tied to a query predicate, such as
last_name=\\'Smith\\', or a combination of predicates. 

*

 Cardinality 

This measure represents the number of rows in a row set. 1, 

*

 Cost 

This measure represents units of work or resource used. The query optimizer uses disk I/O, CPU usage, and memory
usage as units of work. 

If statistics are available, then the estimator uses them to compute the measures. The statistics improve the degree of
accuracy of the measures. 

 

QUESTION 7

Auto DOP is enabled for your instance. You execute the following statements: 



Which three are true about the execution of the join? 

A. Dictionary DOP is used to calculate statements DOP. 

B. Hinted DOP is used to calculate statement DOP. 

C. The EMPLOYEES table is accessed in parallel. 

D. The DEPARTMENTS table is accessed in parallel. 

E. The hint operates at the level of each table accessed by the statement. 

Correct Answer: BCE 

C: As per ALTER TABLE employees PARALLEL 2; 

Incorrect: 

not D: As per ALTER TABLE departments NOPARALLEL; 

 

QUESTION 8

Examine the exhibit. 

Which is true based on the information obtainable from the execution plan? 

A. A full partition-wise join performed between the EMPLOYEES and DEPARTMENTS tables. 



B. A full table scan on the DEPARTMENTS table performed serially by the query coordinator. 

C. A full table scan on the DEPARTMENTS table is performed serially by a single parallel execution server process. 

D. A partial partition-wise join performed between the EMPLOYEES and DEPARTMENTS tables. 

E. A full table scan on the EMPLOYEES table is done in parallel. 

Correct Answer: E 

PX BLOCK ITERATOR This operation is typically the first step in a parallel pipeline. The BLOCK ITERATOR breaks up
the table into chunks that are processed by 

each of the parallel servers involved. 

Incorrect: 

B, C: The scan on the Departsments table is done in parallel. 

Note: 

* As per exhibit: Line 7 is run first, followed by line 6. 

* 

Example with same structure of execution plan: 

Here\\'s how to read the plan: 

1.

 The first thing done is at line 9 an index fast full scan on SYS.OBJ$.I_OBJ1 index. This is done in parallel, as indicated
from the "PX SEND" line above. 

2.

 In line 8, we\\'re doing a "PX SEND BROADCAST" operation. When joining tables in parallel, Oracle can choose to
either broadcast results (rows) from one operation to apply to the other table scan, or it can choose PX SEND HASH. In
this case, our CBO determined that a BROADCOAST was appropriate because the results from the OBJ$ table were
much lower than the MYOBJ table 

3.

 Line 7, the PX RECEIVE step, is basically the consumer of the broadcasted rows in step 8 



4.

 Line 6 is an in-memory BUFFER SORT of the rows returned from the index scan on OBJ$ 

5.

 Lines 11 and 10, respectively, indicate the full scan and PX BOCK ITERATOR operation for the granules involved in
the 8 PQ servers 

6.

 In line 5, Oracle is doing a hash join on the resulting rows from the parallel scans on MYOBJ and OBJ$ 

7.

 Line 4 is a per-PQ server sort of data from the joind PQ servers 

8.

 Line 3 is the consumer QC that holds the result of the each of the PQ servers 

9.

 Line 2 is the PX Coordinator (QC) collecting, or consuming the rows of the joined data 

10.

 Line 1 is the final SORT AGGREGATE line that performs the grouping function 

 

QUESTION 9

Which three statements are true about histograms? 

A. They capture the distribution of different values in an index for better selectivity estimates. 

B. They can be used only with indexed columns. 

C. They provide metadata about distribution of and occurrences of values in a table column. 

D. They provide improved selectivity estimates in the presence of data skew, resulting in execution plans with uniform
distribution. 

E. They help the optimizer in deciding whether to use an index or a full table scan. 

F. They help the optimizer to determine the fastest table join order. 

Correct Answer: CEF 

C: A histogram is a frequency distribution (metadata) that describes the distribution of data values within a table. 

E: It\\'s well established that histograms are very useful for helping the optimizer choose between a full-scan and and
index-scan. 

F: Histograms may help the Oracle optimizer in deciding whether to use an index vs. a full-table scan (where index
values are skewed) or help the optimizer determine the fastest table join order. For determining the best table join order,



the WHERE clause of the query can be inspected along with the execution plan for the original query. If the cardinality
of the table is too-high, then histograms on the most selective column in the WHERE clause will tip-off the optimizer and
change the table join order. Note: 

* The Oracle Query Optimizer uses histograms to predict better query plans. The ANALYZE command or
DBMS_STATS package can be used to compute these histograms. 

Incorrect: 

B: Histograms are NOT just for indexed columns.

 Adding a histogram to an un-indexed column that is used in a where clause can improve performance. 

D: Histograms Opportunities Any column used in a where clause with skewed data Columns that are not queried all the
time Reduced overhead for insert, update, delete 

 

QUESTION 10

Which statement is true about an SQL plan baselines that are fixed? 

A. New plans are added automatically by the optimizer to the baseline and are automatically evolved. 

B. New, better plans are added automatically as a fixed plan baseline. 

C. New plan can be manually loaded to the baseline from the cursor cache or a SQL tuning set. 

D. New plans can be added as fixed plans to the baseline by using the SQL Tuning Advisor to generate a SQL profile
and by accepting the SQL profile. 

Correct Answer: D 

When a SQL statement with a fixed SQL plan baseline is tuned using the SQL Tuning Advisor, a SQL profile
recommendation has special meaning. When the 

SQL profile is accepted, the tuned plan is added to the fixed SQL plan baseline as a non-fixed plan. However, as
described above, the optimizer will not use the 

tuned plan as long as a reproducible fixed plan is present. Therefore, the benefit of SQL tuning may not be realized. To
enable the use of the tuned plan, manually 

alter the tuned plan to a fixed plan by setting its FIXED attribute to YES. 

Note: 

It is also possible to influence the optimizer\\'s choice of plan when it is selecting a plan from a SQL plan baseline. SQL
plan baselines can be marked as fixed. 

Fixed SQL plan baselines indicate to the optimizer that they are preferred. If the optimizer is costing SQL plan baselines
and one of the plans is fixed, the optimizer 

will only cost the fixed plan and go with that if it is reproducible. 

If the fixed plan(s) are not reproducible the optimizer will go back and cost the remaining SQL plan baselines and select
the one with the lowest cost. Note that 



costing a plan is nowhere near as expensive as a hard parse. The optimizer is not looking at all possible access
methods but at one specific access path. 

Reference: Oracle Database Performance Tuning Guide 11g, Using Fixed SQL Plan Baselines Reference: SQL Plan
Management in Oracle Database 11g 

 

QUESTION 11

Which two statements are true about index full scans? 

A. An index fast full scan multi block I/O to read the index structure in its entirely. 

B. Index nodes are not retrieved in the index order, and there fore the nodes are not in sequence. 

C. An index fast full scan reads the index block by block. 

D. An index fast full scan reads the whole index from the lowest value to the higher value. 

Correct Answer: AB 

A: To speed table and index block access, Oracle uses the db_file_multiblock_read_count parameter (which defaults to
8) to aid in getting full-table scan and full-index scan data blocks into the data buffer cache as fast as possible. 

B: The index nodes are not retrieved in index order, the rows will not be sequenced. 

Note: 

there are some requirements for Oracle to invoke the fast full-index scan. 

All of the columns required must be specified in the index. That is, all columns in the select and where clauses must
exist in the index. 

The query returns more than 10 percent of the rows within the index. This 10 percent figure depends on the degree of
multi-block reads and the degree of 

parallelism. 

You are counting the number of rows in a table that meet a specific criterion. The fast full-index scan is almost always
used for count(*) operations. 

Reference: index fast full scan tips 

 

QUESTION 12

Which four types of column filtering may benefit from partition pruning when accessing tables via partitioned indexes? 

A. Equality operates on List-Partitioned Indexes 

B. Not Equal operates on a Global Hash-Partitioned Indexes 

C. Equality operates on System-Partitioned Tables 

D. In-List operates on Range-Partitioned Indexes 



E. Not Equal operates on a local Hash-Partitioned Indexes 

F. Equality operates on Range-Partitioned Indexes 

G. Equality operates on Hash-Partitioned Indexes 

Correct Answer: ADFG 

Oracle Database prunes partitions when you use range, LIKE, equality (A, F), and IN-list (D) predicates on the range or
list partitioning columns, and when you use equality (G) and IN-list predicates on the hash partitioning columns. 

Reference: Oracle Database VLDB and Partitioning Guide 11g, Information that can be Used for Partition Pruning 
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